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Introduction 

The growing focus on school accountability, accompanied by demands for teacher 

responsibility for improving student performance on high-stakes tests, have educators searching 

for new ways to relate classroom and large-scale assessments and to strengthen the connections 

between the formative, summative, and accountability uses of testing. A promising approach 

piloted in a study conducted by the Center for the Assessment and Evaluation of Student 

Learning (CAESL) utilizes progress variables as the foundation of a coherent classroom 

environment that coordinates learning goals, instruction, and the multiple uses of assessment 

(Wilson & Sloane, 2000). Progress variables are representations of the knowledge, skills, and 

other competencies one wishes to increase through the learning activities associated with a 

curriculum; they provide (1) a common basis for the interpretation of student responses to 

formative, summative, and large-scale accountability assessments and (2) the basis for a metric 

for measuring student progress over time. Student progress toward the instructional goals 

embodied in the progress variables is monitored through reflective embedded assessment 

activities. Embedded assessment activities are recurring activities that are, to students, essentially 

indistinguishable from instructional activities, but which generate (1) immediate formative 

feedback to teachers and students about student performance and (2) summative reports for 

teachers, parents, and administrators detailing progress relative to expectations. 

In this study, progress variables were used to develop and align new assessment activities 

for a pre-existing science curriculum, the Foundational Approach to Science Teaching (FAST) 

Physical Science curriculum (Pottenger & Young, 1992), used in thirteen California middle 

schools in the 2003-04 school year. The new assessment activities included (1) embedded 

assessment activities providing both formative and summative information about student 
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progress through the curriculum and (2) a pretest and post test including both curriculum-specific 

items and released items from large-scale assessments adapted to be interpretable using the 

progress variables. 

In this observational study we found that (1) learning goals, instruction, and assessment 

activities can be aligned through the use of progress variables, (2) embedded assessment 

activities provide a useful way to compare students’ current understanding with the expectations 

of the curricular goals, and (3) student performance gains on classroom assessments can be 

directly related to performance gains on items representative of large-scale assessment without 

special preparation or “teaching to the test.” 

For this study, two progress variables were developed to represent the progression of 

students toward two important curricular goals in the FAST unit on buoyancy. These goals were 

(1) understanding Why Things Sink or Float (represented by the Buoyancy: WTSF progress 

variable) and (2) the sophistication of reasoning students used in justifying their explanations of 

why things sink and float (represented by the Reasoning progress variable). Each variable 

describes a continuum of student development from relatively naive understanding or ability to 

more sophisticated understanding or ability, with general descriptions of what students would 

know or be able to do at several points along the continuum. 

The progress variables were then used to guide the development of embedded assessment 

activities designed to monitor student progress at specific points in the curriculum. In general, we 

would recommend that the curricular lessons, progress variables, and assessment activities be 

developed in tandem in order to maximize their alignment and effectiveness (Wilson & Sloane, 

2000). However, in the present case, the progress variables and embedded assessment activities 

had to be coordinated with the pre-existing curricular lessons and goals. In many cases, 
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assessments are added at the end of the curriculum development process, so this situation is not 

unusual. 

Embedded assessment activities were inserted at points in the instructional program that 

represented critical junctures where we wanted to make sure students were adequately prepared 

to learn the next segment of the curriculum. Since the curriculum builds on prior understandings, 

it was important to ensure that those foundations were established for most students before new 

material was covered. Five embedded assessment activities to assess proficiency on the progress 

variables were developed, each comprising two days of classroom activity and discussion. They 

were incorporated into the 10-week curriculum, extending the curriculum by about two weeks. 

These assessment activities were carefully coordinated with the learning goals, as embodied in 

the progress variables, and with the instructional style of the regular lessons. Student work 

elicited from the embedded assessment activities was then evaluated using the progress variables 

to determine how students were performing relative to expected progress. Figure 1 shows the 

coordination of the Buoyancy: WTSF progress variable, the curricular lessons, and the 

assessment activities; the development and use of progress variables is described more fully in a 

later section. 

[Figure 1 about here] 

This report begins by describing the BEAR Assessment System (BAS) developed by the 

Berkeley Evaluation & Assessment Research (BEAR) Center and how it was used to develop 

progress variables and embedded assessment activities for the FAST curriculum. We then 

describe how the assessment activities were linked and calibrated to produce item parameter 

estimates. We then show how those estimates were used to produce student proficiency estimates 

at five points in time to track progress toward the curricular goals as represented by the progress 
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variables. Finally, we show that students improved their proficiency on both progress variables 

and that this improvement also translated into gains on distal items representative of large-scale 

assessment. 

The BEAR Assessment System 

The BEAR Assessment System (Wilson & Sloane, 2000) is an integrated approach to 

developing assessments that provide meaningful interpretations of student work relative to the 

cognitive and developmental goals of a curriculum. It is grounded by four key principles guiding 

assessment development which are embodied in four building blocks (each associated with one 

of the principles; Wilson, 2005) that are tools for constructing a coherent system of meaningful 

assessments, curricular goals, and instructional activities. These principles and their associated 

building blocks (which are described in detail below) are: 

 Principle 1: Assessment should be based on a developmental perspective 
of student learning 

 Building Block 1: Progress Variables 

 Principle 2: What is taught and what is assessed must be clearly aligned 
 Building Block 2: Items Design 

 Principle 3: Teachers are the managers and users of assessment data 
 Building Block 3: Outcome Space 

 Principle 4: Classroom assessment must uphold sound standards of 
validity and reliability 

 Building Block 4: Measurement Model  

These four principles also relate to the Assessment Triangle developed by the National 

Research Council Committee on the Foundations of Assessment and published in their report, 

Knowing What Students Know (NRC, 2001). The Assessment Triangle, shown in Figure 2, is a 

model of the essential connections and dependencies present in a coherent and useful assessment 
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system. In this triangle, assessment activities (the observation vertex) must be aligned with the 

knowledge and cognitive processes (the cognition vertex) one wishes to affect through the 

instructional process, and the scoring and interpretation of student work (the interpretation 

vertex) must reflect measures of the same knowledge and cognitive processes. Meaningful 

connections among the three vertices – cognition, observation, and interpretation – are deemed 

essential for assessment to have a positive impact on learning. The four building blocks of the 

BAS mentioned above (Progress Variables, Items Design, Outcome Space, and Measurement 

Model) map to the vertices of the Assessment Triangle, as shown in Figure 2. 

[Figure 2 here] 

Earlier implementations of the BAS are described in Wilson and Sloane (2000) and 

Wilson and Scalise (2003). These two implementations involved developing an assessment 

system in conjunction with the development of a curriculum. The current study represents the 

situation one finds more commonly, where the curriculum predates the assessment system. In 

this case, we had to identify the developmental paths students were expected to follow based 

upon the instructional content, select and define relevant progress variables from among many 

options, and then develop and embed new assessment activities into the instructional program.  

Using the BEAR Assessment System with the FAST Curriculum 

For this study we developed, coordinated, and embedded an assessment system into a 

unit on buoyancy from the Foundational Approach to Science Teaching (FAST) Physical 

Science curriculum developed at the University of Hawaii (Pottenger & Young, 1992). 

Embedding of the assessment system was an iterative process in which the progress variables, 

items, outcome spaces, and measurement models were developed or chosen in tandem. Initial 
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versions of these components were pilot tested with several classes using the FAST curriculum 

in Hawaii. Student responses from these pilot classes provided the data that guided the iterative 

revision of the assessment system before it was implemented in the 13 California target schools.  

Progress Variables 

A progress variable is used to represent a cognitive theory of learning consistent with a 

developmental perspective. This building block is grounded in the principle that assessments are 

to be designed with a developmental view of student learning. This means that the underlying 

purpose of assessment is to determine how students are progressing from less expertise to more 

expertise in the domain of interest, rather than limiting the use of assessment to measuring 

competence after learning activities have been completed. 

Progress variables were selected to represent the central learning trajectories of the FAST 

curriculum. Typical of a middle school science curriculum, the FAST unit on buoyancy 

embodies numerous learning trajectories, including the development of content knowledge, 

process skills, and inquiry abilities. An essential tension when choosing progress variables is the 

tradeoff between coverage, which drives the creation of many progress variables representing 

every curricular goal, and usability, which limits the total number of progress variables that can 

be realistically learned and implemented by teachers and students. It is therefore important to 

identify and select the most important learning trajectories to represent as progress variables. 

Buoyancy: WTSF 

The first progress variable, initially named Content, was developed to represent the 

trajectory of learning the science content knowledge in the FAST unit on buoyancy. The design 

of this progress variable was motivated largely by the sequence of instructional lessons in the 

unit. These lessons, called investigations to emphasize the constructivist approach to learning 
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embodied by the curriculum, were explicitly designed to follow a developmental learning 

trajectory leading to an understanding of buoyancy. Figure 3 illustrates the sequence of twelve 

investigations in the unit and the associated developmental learning trajectory.  

[Figure 3 about here] 

The Content progress variable was intended to apply to all items that involved science 

content knowledge. However, attempts to use this progress variable to analyze student responses 

from the pilot study revealed that not all of the topics and tasks associated with the curriculum 

involved the same kind of content knowledge. The progression of understanding represented by 

the Content progress variable applied most directly to situations dealing with the question of 

whether an object would sink or float in a given medium, which depends on the mass and 

volume (and therefore the density) of the object. Many situations in the curriculum, however, 

deal with the question of how far below the surface a floating object will rest, called the object’s 

depth of sinking. Depth of sinking depends on the object’s mass and shape (more specifically, 

cross-sectional area), rather than mass and volume. The Content progress variable proved 

difficult to apply to students’ responses to situations involving depth of sinking, which led to the 

realization that different trajectories are involved in learning these different concepts. 

Consequently, the Content progress variable was split into two progress variables, one dealing 

with the question of Why Things Sink or Float (Buoyancy: WTSF) and the other dealing with 

Depth Of Sinking (Buoyancy: DOS). However, while the topic of WTSF is an important theme 

throughout the curriculum, the topic of DOS is a major focus in only the first several 

investigations. Consequently, it was decided that the Buoyancy: WTSF progress variable would 

be more useful for charting student progress over the course of the entire curriculum. A map of 

the Buoyancy: WTSF progress variable is shown in Figure 4. 
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[Figure 4 about here] 

Reasoning 

In addition to curricular importance, the selection of progress variables was motivated by 

several goals of the project, specifically the demonstration and use of (a) more than one variable; 

(b) variables dealing with different knowledge types (i.e., declarative, procedural, schematic, 

and/or strategic; Li and Shavelson, 2001); and (c) a variable that was not curriculum-specific 

(i.e., could be applied to other curricula dealing with other science content). 

Items developed to elicit student understanding of Buoyancy: WTSF (described in the 

Items Design section) prompted students to write justifications for why they thought a given item 

would sink or float. The existence of these written justifications prompted the development of a 

progress variable, named Using Evidence, that represented the use of evidence in supporting a 

claim. This progress variable was based in large part upon the Using Evidence progress variable 

developed for the SEPUP curriculum (SEPUP, 1995). 

However, analysis of student responses from the pilot study revealed that students did not 

use evidence to support their justifications of why things sink or float. Instead, student 

justifications were based upon things like specific relationships (e.g., “the block is heavy”) or 

general principles (e.g., “objects with more mass will be more likely to sink”). These 

observations lead to the development of a new progress variable, called Reasoning and shown in 

Figure 5, that represents a learning trajectory describing the increasing sophistication of 

reasoning displayed in justifications. This trajectory involves a progression from inadequate 

justifications (e.g., “because I know it to be true”) through the development of specific 

relationships to the use of general principles. 

[Figure 5 about here] 
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Designed to satisfy the goals of the project described above, this learning trajectory (a) 

deals with a different kind of knowledge than science content knowledge; and (b) is expected to 

apply broadly to other curricula and assessments, wherever written justifications are required. 

Items Design 

The items design building block is a framework for designing tasks to elicit specific kinds 

of evidence about student knowledge, as described in one or more progress variables. The 

guiding principle is that assessment should be seamlessly integrated into the instructional 

activities of a course. That is, assessment is not merely tacked on at the end of instructional units, 

but is embedded in normal classroom activity and may even be, from the student’s point of view, 

indistinguishable from instruction (Black & Wiliam, 1998a; Black & Wiliam, 1998b; Black et 

al., 2002; Black et al., 2003). 

Assessment items developed for this project were largely based upon existing items 

developed for the FAST unit on buoyancy by our research collaborators at the Stanford 

Education Assessment Laboratory (SEAL). At the initiation of the project, these included (a) a 

pre/post test containing 28 multiple-choice items, covering content topics (which we found 

included both WTSF and DOS) and process topics (including measuring variables and 

interpreting graphs); (b) concept-mapping activities; and (c) Predict-Observe-Explain (POE) 

activities in which students predict the outcome of a simple experiment (such as dropping a 

mystery block into water), observe the experiment as performed by their teacher, and then 

explain the observed outcome. 

The design of the assessment system called for a pretest, a post test, and five embedded 

assessment activities positioned at key learning junctures during the curriculum. These junctures 

were the ends of the 4th, 6th, 7th, 10th, and 11th investigations. Rather than taking valuable 
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instructional time to give a quiz or other traditional assessment, the embedded assessment 

activities, called Reflective Lessons, were designed as both assessment and instructional 

activities. Their purpose was to allow both teachers and students to reflect upon what had been 

learned up to that point in the curriculum, while prompting students to apply their recently 

acquired knowledge to practical problems. Below, Reflective Lessons are referred to by the 

number of the investigation they follow, so that the Reflective Lesson at the end of the 4th 

investigation is called RL@4. 

The existing pretest was used largely as is, with two modifications. The first modification 

was the inclusion of ten released items from National Assessment of Educational Progress 

(NAEP) and Trends in International Mathematics and Science Study (TIMSS) assessments on the 

pretest as a proxy for large-scale assessment. The second modification was necessary to apply 

the Reasoning progress variable, which requires written justifications, to the multiple-choice 

pretest items. To accomplish this, written justifications, asking students to explain their choices, 

were added to the eleven items (including two of the distal items) that we felt could be related to 

the Buoyancy: WTSF progress variable. Below, these items are referred to as the “multiple-

choice with justification” items. (During scoring, two of these items turned out to not be relatable 

to the progress variables and were not scored as constructed response items.) 

Two of the Reflective Lessons (RL@6 and RL@11), were designed to involve an 

extended concept-mapping activity like those developed by SEAL. Student responses to these 

items, consisting of concept maps, could not be interpreted using the Buoyancy: WTSF or 

Reasoning progress variables. Consequently, these Reflective Lessons were not analyzed in the 

present study. 
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The other three Reflective Lessons (RL@4, RL@7, and RL@10) were designed to 

involve a sequence of four constructed-response activities: (a) a graph interpretation problem; (b) 

a POE activity developed by SEAL; (c) an essay question in which students were asked to 

explain why things sink and float (referred to below as the “WTSF essay”); and (d) a challenge 

POE activity developed by SEAL that served as motivation for and a segue into the next lesson. 

The purpose for introducing Reflective Lessons with constructed-response activities was 

twofold. First, we hoped that both students and teachers would have more opportunities for 

reflection about what had been learned and what still needed to be learned while instruction was 

on-going. Second, we hoped that the additional information contained in the constructed 

responses (rather than just dichotomous scores) would help teachers determine exactly what 

activities might be most useful to improve student learning in their particular classrooms. 

Later analysis (see below) determined that the Reflective Lesson items, because they had 

been designed with the Buoyancy: WTSF progress variable in mind, provided the best 

information about student understanding of why things sink or float, while the multiple choice 

items without justification provided the least information. Consequently, the pretest was not used 

in its entirety as the post test. Instead, the post test was constructed as a combination of the 

multiple choice with justification (MCwJ) items from the pretest and a selection of the Reflective 

Lesson (RL) items (specifically from the earliest Reflective Lesson, RL@4, to minimize memory 

effects). 

For scoring purposes, each of the 21 constructed response questions (9 MCwJ questions 

and 12 RL activities), although eliciting a single response, was treated as two separate items, 

producing both a Buoyancy: WTSF score and a Reasoning score.  
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Outcome Spaces 

The outcome space describes in detail the qualitatively different levels of responses 

associated with the progress variable and produced by a particular prompt or stimulus. This 

building block operationalizes the principle that teachers are to be the primary managers of 

assessment in the classroom. The purpose of the outcome space is to facilitate identification of 

student responses corresponding to a particular level on a progress variable; teachers use the 

outcome space to assign scores to student work. The outcome space and the associated progress 

variable become the evidentiary foundation for teachers to use on a daily basis in their 

classrooms, on both formal assessments and in informal instructional contexts. Their judgments 

about individual and group placement on the outcome space will influence many of their 

instructional decisions in the classroom. 

A traditional dichotomous outcome space was used for the multiple choice items: a 

correct response was scored as 1 and any other response, including no response, was scored as 0. 

Because of the length of the pretest, 18 (8%) of the respondents did not complete the assessment. 

These “trailing blanks” were scored as missing data. 

Outcome spaces for the constructed response items were initially developed by 

examining student responses to the Reflective Lessons collected during the pilot study. The 

attempt was made to associate each response with a single level of each progress variable, using 

the evidence in the response to draw inferences about the student’s locations on the two progress 

variables. This process revealed (a) responses that did not map to the progress variables and (b) 

levels on the progress variables that were not observed in any of the responses. These findings 

resulted in revisions to the progress variables and outcome spaces, as described below. 
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Buoyancy: WTSF 

An outcome space contains much more detail than the map of the progress variable 

because the outcome space has to represent all possible student responses and must therefore 

deal with incomplete, incorrect, and unusual responses that might be observed. In particular, the 

Buoyancy: WTSF outcome space must deal with: (a) responses involving misconceptions, in 

which students use concepts other than mass, volume, and density to explain sinking and floating 

(such as the shape of the object or whether it is hollow); (b) incorrect relationships, in which the 

correct concepts are used incorrectly (such as claiming that more massive objects are more likely 

to float); (c) imprecise responses, in which the student may have the correct concept but is 

expressing it using the wrong scientific terms (such as “heavy” instead of “massive”, or “heft” 

instead of “density”); and (d) off-topic responses, in which the student is not responding directly 

to the question being asked. 

Elementary misconceptions were thought to represent an initial understanding of 

buoyancy based upon everyday experience (for example, with bathtub toys and boats), so 

responses involving such misconceptions were treated as indicative of a low, pre-instructional 

level on the Buoyancy: WTSF progress guide (labeled “Unconventional Feature”). 

Incorrect relationships, in which correct concepts are used incorrectly, were thought to 

represent the first steps in learning to use these new concepts. Consequently, responses involving 

incorrect relationships were initially treated as sub-levels within the main level on the progress 

variable dealing with that concept. So, for example, Density was split into three sub-categories, 

corresponding to: (a) density used incorrectly; (b) density invoked but no relationship specified; 

and (c) density used correctly. However, a profusion of sublevels was thought to be potentially 

overwhelming and a distraction from the main progression represented by the progress variable. 
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As a compromise, a minus sign was introduced that teachers could use to indicate a problem with 

a student’s response. For example, a response that used mass incorrectly, claiming that more 

mass would cause an object to float, could be labeled as M–, indicating the response is at the 

Mass level but is not fully acceptable. The advantage of this system is that it provides the teacher 

with a degree of freedom to value certain things while retaining the core meaning of the levels of 

the progress variable. 

Imprecise terminology was thought to represent either sloppy use of the correct concept, 

or use of the correct term before the concept had been learned. These responses were treated as 

indicative of the level on the progress variable corresponding to the correct (implied) concept, 

but teachers were again given the option of using a minus sign to indicate that these responses 

were not fully adequate. As more responses were analyzed, it became apparent that a substantial 

number of responses invoked things like “size” or “amount” or used “volume” in a way that 

strongly suggested size or amount (concluding, for example, that a larger volume would be more 

likely to sink). It was not clear whether these students were thinking about mass, and therefore 

deserving of an M– label, or whether size was a misconception like shape, and therefore 

deserving of a UF (Unconventional Feature) label. This tension was resolved by creating a new 

level specifically dealing with concepts like size and amount, called Productive Misconceptions, 

located between the Unconventional Feature and Mass levels.  

Off-topic responses were thought to represent a very low level of understanding so that 

the student is unable to respond to the question and instead writes something off-topic. 

Consequently, the Off Topic category was positioned as the second-lowest category of the 

outcome space. Blank responses were not treated as missing data, but instead as the lowest 

possible category representing the lowest level of understanding (No Response).  
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The final version of the Buoyancy: WTSF outcome space, shown in Figure 6, includes a 

“Harshness rule” to deal with responses having characteristics of more than one level. We felt 

these responses were indicative of an incomplete understanding of the higher level and that the 

higher level had not yet been truly reached; consequently, these responses were scored at the 

lower of the two levels. 

[Figure 6 about here] 

Reasoning 

This outcome space was initially developed by a phenomenological process (Marton, 

1981; Wilson, 2005) in which student responses to the Reflective Lessons during the pilot test 

were analyzed and grouped into ordered categories. These categories became the qualitative 

levels of the outcome space, as illustrated in Figure 7. Once again, the outcome space contains 

more detail than the map of the progress variable. In addition to Off Topic and No Response 

levels, a level was added (labeled “Unclear Relational”) to deal with Relational responses that 

did not explicitly express the complete relationship used as justification, leaving out either the 

relevant property or its magnitude. 

In contrast to the Buoyancy: WTSF outcome space, a “Leniency rule” was invoked to 

deal with responses that exhibited characteristics of more than one level. Leniency was chosen in 

this case because it was felt that a lower level of Reasoning might sometimes be employed for 

communicative reasons rather than cognitive reasons. Moreover, while students may sometimes 

use scientific terms without understanding, we felt that any evidence of a higher Reasoning level 

could be considered as valid evidence that the student was capable of performance at that level of 

Reasoning.  
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[Figure 7 about here] 

Measurement Model 

The psychometric approach we customarily use to model response data is a 

multidimensional Rasch-based item response model known as the multidimensional random 

coefficients multinomial logit model (MRCMLM) (Adams, Wilson & Wang, 1997). This model 

provides a convenient way to develop estimates of person proficiency and item difficulty using 

the same scale; this facilitates the interpretation of the person proficiency estimates. An example 

of this common scale is shown in Figure 8. Using this common scale, we can describe what 

students with a certain estimated proficiency can be expected to do based upon comparison with 

the estimated difficulty of the items. When a person’s proficiency and a dichotomous item’s 

difficulty are located at the same point on the scale, the person has a 50-50 chance of responding 

correctly to that item. The person has a higher (than 50-50) chance of responding correctly to 

items below his or her location, and a poorer chance of responding correctly to items above his 

or her location. 

Similar statements can be made for the response levels of polytomous items. In the 

example shown in Figure 8, students (represented by the X’s) located on the row corresponding 

to a logit value of 1.0 on the scale have a 50-50 chance of responding at the response level of 

MV or higher on the challenge POE item, while students located on the row for a logit value of –

1.0 have a 50-50 chance of responding at the response level of UF or higher on the graph 

interpretation item and at a response level of PM or higher on the WTSF essay. This approach 

also allows us to place items from different assessments on the same common scale, which will 

be discussed in the Calibration of Model Parameters section. 

 [Figure 8 about here] 
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Data 

This investigation was primarily an observational study to investigate the use of progress 

variables and embedded assessment activities to track student learning through a curriculum and 

to coordinate inferences from formative, summative, and large-scale assessments used for 

accountability purposes. The applicability of progress variables to track student growth in a 

consistent, valid, and reliable manner across teachers, classes, and time points, as well as for 

different item types, was our first focus. Our second focus was to relate student performance 

gains on proximal items associated with the curriculum to performance gains on distal items used 

as a proxy for large-scale assessment. 

 The assessment system was used in conjunction with the FAST buoyancy unit taught by 

thirteen teachers in 28 middle school science classes. From among their classes, each teacher 

selected a “target” class for which they would collect and report all student responses to the 

pretest, three Reflective Lessons (RL@4, RL@7, and RL@10), and the post test. Of the thirteen 

original participants, eight teachers were able to provide this data for a total of 221 students. The 

distribution of students among these eight teachers is shown in Table 1. 

[Table 1 about here] 

Scoring 

Student work from the five assessments was scored using the final versions of the 

outcome spaces described above (Figures 6 and 7). Scoring of the constructed response items 

was performed by a group of four raters familiar with the curriculum and trained in the use of the 

outcome spaces during a series of moderation sessions (Wilson & Sloane, 2000).  
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Calibration of Model Parameters 

Calibrated Scales 

Estimates of the item difficulties and other structural parameters were estimated using 

ConQuest software (Wu, Adams & Wilson, 2005). (Details of the calibration procedure are given 

in the Appendix.) 

As described above, the assessment activities contained three types of items: multiple 

choice (MC), multiple choice with justification (MCwJ), and Reflective Lesson (RL). In the 

expectation that these three item types may elicit slightly different cognitive processes, we 

compared three models: (1) a one-dimensional model in which all the item types were calibrated 

onto a single scale (model ALL), (2) a two-dimensional model in which the multiple choice and 

constructed response items (both MCwJ and RL) were calibrated onto separate scales (model 

MC-CR), and (3) a three-dimensional model in which all three item types were calibrated onto 

separate scales (model MC-MCwJ-RL). The addition of each dimension resulted in a significant 

improvement in the model deviance (comparison of MC-CR to ALL: Χ2 = 514, df = 3, p < .001; 

comparison of MC-MCwJ-RL to MC-CR: Χ2 = 238, df = 4, p < .001). The correlation between 

the two types of constructed response dimensions (MCwJ and RL) was moderate: r = 0.63. The 

correlations between the multiple choice dimension (MC) and the two constructed response 

dimensions were moderate but higher: r = 0.78 (MCwJ) and r = 0.76 (RL). These results suggest 

that the three item types were eliciting somewhat different cognitive processes. 

The moderate correlations between the three item types presents a tradeoff; calibrating 

the three item types onto the same scale allows the direct comparison of student performance 

across item types but at a cost of reduced model fit and reliability. Because the RL items were 

designed with the progress variables in mind, we believe these items provide the best 
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information about student performance relative to the progress variables. Consequently, these 

items formed the basis of our calibration. The other two item types were included in the 

calibration only when necessary to make comparisons across item types. When estimating 

student gains from the pretest to the post test, we included the MCwJ items because the pretest 

did not contain any RL items. When comparing student performance on the curriculum-specific 

items to the large-scale assessment items, we included the MC items because the majority of the 

large-scale assessment items were MC items. 

The most useful visual representation of the calibrated item parameters is a display of the 

Thurstonian thresholds (Wilson, 2005). A threshold marks the proficiency at which a student 

would have a 50% chance of responding at a given level or higher. The thresholds for the 

constructed-response items (MCwJ and RL) are displayed in Figures 9 and 10 (corresponding to 

the Buoyancy: WTSF and Reasoning progress variables respectively). In each figure, thresholds 

are grouped together so that thresholds associated with the Off Topic (OT) level appear in the 

first column and so on. Thresholds for the RL items appear as shorter black lines while 

thresholds for the MCwJ items appear as longer red lines. 

[Figure 9 about here] 

[Figure 10 about here] 

On both scales, the thresholds for the MCwJ items are generally higher (hence, more 

difficult to reach) than their RL item counterparts. This pattern becomes less pronounced in the 

higher levels of both progress variables, so that the MCwJ and RL thresholds are interspersed for 

the Density and Relative Density levels of the Buoyancy: WTSF progress variable and the 

Principled level of the Reasoning progress variable. This suggests that poorer students find it 
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harder to get started on the MCwJ items. This may appear to be surprising, as the MCwJ items 

have explicit choices that are available for the students to select from; however, multiple-choice 

distracters rarely reflect very low-level responses that students often give when they have very 

little knowledge or ability, such as those characterized by the Off Topic or Inadequate 

Explanation levels. Lacking these low-level entry points, poorer students are more likely to leave 

MCwJ items blank than the open-ended RL items. 

For a given set of thresholds, differences in difficulty can generally be traced back to 

features of the item. For example, the four highest MV thresholds (which stand out from the rest 

of the MV thresholds) correspond to items with a strong focus on a single variable in the stimuli, 

either mass or volume. For these items, it is not surprising that students have difficulty invoking 

the other variable as well and reaching the MV level. As a second example, the four lowest RD 

thresholds correspond to items with a strong focus on the medium rather than the object. For 

these items, it is not surprising that students are more likely to invoke the density of the medium 

and reach the RD level. As a third example, the three lowest P thresholds (on the Reasoning 

scale) correspond to essay items (including the WTSF essay) where the stimuli (“Explain why 

things sink or float”) do not mention specific objects. For these items, it is not surprising that 

students are more likely to use general principles in their response and reach the P level. 

Another view of Thurstonian thresholds, produced by our GradeMap software (Kennedy, 

Wilson & Draney, 2005), shows student proficiencies along with the thresholds. Figures 11 and 

12 detail student performance on one of the assessments, the Reflective Lesson @4, on the 

Buoyancy: WTSF and Reasoning progress variables, respectively. Student proficiencies are 

displayed in the histograms on the left side of the maps and thresholds for each item are shown in 

a column, with the item name appearing along the x-axis. The labels in the right margin 
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correspond to the levels of the progress variables and are associated with criterion zones. 

Criterion zones are contiguous sections of the scale that represent ranges of student proficiencies 

that are likely to yield a particular level of response on most of the items. Partitioning the 

progress variable into criterion zones requires setting cut-points that mark the boundaries 

between adjacent levels. For this study, the cut-point between consecutive groups of thresholds 

was set midway between the maximum threshold in one group and the minimum threshold in the 

next group. 

The representations shown in Figures 11 and 12 highlight the dispersion of thresholds 

within and between items. For example, there is considerable differentiation between the Mass 

threshold and Volume threshold for the graph interpretation item in Figure 11 (in fact, the V and 

MV thresholds are on the same point, so the V threshold is obscured). On the other hand, the 

Unconventional Feature, Productive Misconception, and Mass thresholds are very close together 

for this item, suggesting that this item, which explicitly prompts students to consider mass, 

scaffolds students to think about mass and to not rely upon misconceptions. We find similar 

clustering of the Thurstonian thresholds for several of the items on the Reasoning progress 

variable as well (shown in Figure 12), suggesting that students rapidly progress through the 

lower levels of this progress variable. 

[Figure 11 about here] 

[Figure 12 about here] 

Student Performance 

Weighted likelihood estimates of the student proficiencies were calculated using 

ConQuest software (Wu, Adams & Wilson, 2005). Table 2 reports, for each of the five 
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assessments, the mean, variance, and separation reliability1 (Wright & Masters, 1982) of the 

student proficiency estimates for each progress variable and the correlation between the 

Buoyancy: WTSF and Reasoning estimates. 

[Table 2 about here] 

Student performance improved consistently from the pretest, through the three Reflective 

Lessons, to the posttest on both progress variables. Performance gains are reported in Table 3, 

along with the results of one-sided two-sample t-tests (assuming unequal variances). On the 

Buoyancy: WTSF dimension, a small and statistically insignificant gain (at the p = .05 level) 

from the pretest to the Reflective Lesson @4 was followed by three larger and significant gains 

through to the post test. On the Reasoning dimension, a large and significant gain from the 

pretest to the Reflective Lesson @4 was followed by two smaller but still significant gains 

through Reflective Lesson @10 and a final insignificant gain from the Reflective Lesson @10 to 

the post test. 

 [Table 3 about here] 

The separation reliabilities of the pretest and post test are satisfactory for both progress 

variables (r ≥ .80); however, those for the Reflective Lessons are less than desirable. To achieve 

satisfactory levels of reliability (r = .80), Spearman-Brown calculations suggest the Reflective 

Lessons would need to be increased in length by the addition of 4 Buoyancy: WTSF items and 

12 Reasoning items. A more attractive solution for increasing the reliability would be the use of 

                                                 
1 Note: this separation reliability coefficient was calculated using the variance across all five 
assessments rather than the sample at each assessment. We see this as appropriate because we are 
most concerned about placing students within the overall learning trajectory rather than within 
the spread that happens to be observed at a particular point in the curriculum. 
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expected a posteriori (EAP) estimates for the student proficiencies rather than weighted 

likelihood estimates. By taking advantage of the covariance between progress variables, EAP 

estimation more precisely locates students by drawing information from all variables rather than 

just one (Briggs & Wilson, 2003; Wang, Wilson, & Adams, 1997; Wang, Wilson, & Adams, 

1998). EAP estimates have been used for this purpose when embedded assessment activities 

contain a small number of items (Wilson & Sloane, 2000). However, this increased reliability 

comes at the cost of a bias toward the center of the person distribution. Investigation of the 

potential of EAP estimates in the present study is currently underway. Finally, while not 

acceptable for summative testing purposes, the current reliability of the Reflective Lessons may 

be adequate for formative purposes and for tracking progress at the class level, which are the two 

primary goals of these assessment activities. 

The correlation between the Buoyancy: WTSF and Reasoning estimates is highest on the 

pretest, decreasing from r = 0.89 to about r = 0.5 on the Reflective Lessons and post test. The 

higher correlation on the pretest is partly the result of an inherent relation between the two 

progress variables; the lowest levels of both variables represent blank and off-topic responses 

and if a response falls into either of these categories on one variable, it must fall into the same 

category on the other variable. This phenomenon, in which student responses to separate items 

are related for reasons other than the student’s proficiency, is known as conditional dependence 

in the measurement literature. Conditional dependence, which often occurs when items share a 

common stimulus, can be modeled using a strategy called “bundling” (Wilson & Adams, 1995); 

we will investigate the application of bundling to this data in a later study. 

This particular constraint, however, only explains part of the high correlation, as the vast 

majority of students on the pretest (94%) were not in these criterion zones (i.e., were in the 
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Unconventional Feature zone or higher on the Buoyancy: WTSF progress variable and in the 

Inadequate Explanation zone or higher on the Reasoning variable). Within the upper levels of the 

progress variables on the pretest, “Unconventional Feature” was highly associated with 

“Inadequate Explanation”, “Productive Misconception” was highly associated with 

“Experiential” and “Unclear”, “Mass” and “Volume” were highly associated with “Relational”, 

and “Mass and Volume” was highly associated with “Principled”. The reason for this initially 

strong relationship is unclear; the relationship had weakened by Reflective Lesson @4, by which 

time the students had achieved a large gain on the Reasoning progress variable but an 

insignificant gain on the Buoyancy: WTSF variable. 

Figure 15 shows how the distribution of student proficiencies on the Buoyancy: WTSF 

dimension changes from assessment to assessment. Consistent with the mean improvements 

reported in Table 2, this distribution shifts toward higher levels of the progress variable starting 

with RL@7.  

[Figure 15 about here] 

These distributions suggest that the instructional focus was ahead of where the students 

were actively learning. This can be seen by comparing the distributions in Figure 14 with the 

instructional plan shown in Figure 3. By RL@7, students were expected to have mastered the 

relationship between mass and volume in preparation for learning density, but 50% of the 

students were still struggling with the individual concepts of mass and volume or an earlier 

concept. By RL@10, students were expected to have mastered the concept of density in 

preparation for learning relative density, but 80% of the students were still struggling with the 

relationship between mass and volume or an earlier concept. By the end of the FAST unit, only 

10% of the students were proficient enough to be struggling with the concept of relative density. 
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Even though instruction was getting farther and farther in front of the students, clear and 

educationally important gains were made over the course of the unit. Before the unit, only 35% 

of the students were in the position to be coordinating the concepts of mass and volume to 

explain buoyancy; this had risen to 70% by the end of the unit. 

The distributions for the Reasoning progress variable, shown in Figure 16, illustrate that 

the large gain from the pretest to the Reflective Lesson @4 had the effect of moving nearly all 

the students into the top three levels of the progress variable: Unclear, Relational, and Principled. 

By RL@10, all the students had moved into the top two levels: Relational and Principled. Gains 

over the course of the FAST unit were substantial, with only 35% of the students initially giving 

Principled justifications at least half the time, increasing to 90% by the end of the unit. 

[Figure 16 here] 

Performance on Proximal and Distal Items 

As described in the Items Design section, we included released items from NAEP and 

TIMSS assessments on the pretest and post test to serve as a proxy for large-scale assessment. 

We refer to these items as distal in comparison to the proximal curriculum-specific items 

developed with the progress variables in mind. 

We found no statistically significant differences in initial student performance on the 

proximal and distal items, but, as expected, students demonstrated greater improvement on 

proximal items than on distal items (significant at the α = .001 level). Average proficiency on the 

proximal items was –0.31 at the pretest and 2.06 at the post test. Average proficiency on the 

distal items was –0.16 at the pretest and 1.45 at the post test. Improvement from pretest to post 

test was statistically significant (at the α = .001 level) on both proximal and distal items. Thus, as 
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shown in Figure 17, although students did not improve as dramatically on the distal items as they 

did on items more closely associated with the curriculum, their gains on large-scale assessment 

items were meaningful. Moreover, because the two sets of items are calibrated onto the same 

scale, gains on the distal items can be directly related to gains on the curriculum-specific items, 

allowing performance on classroom assessments to serve as a meaningful predictor of 

performance on large-scale assessment. 

[Figure 17 here] 

Differences by class 

 Table 4 reports, for each teacher, the mean student estimate on the pretest, the mean 

student estimate on the post test, and the mean pre-post student gain on each dimension. Figures 

18 and 19 plot the mean student estimate on the pretest and the mean pre-post student gain for 

each teacher on the Buoyancy: WTSF and Reasoning dimensions, respectively. 

[Table 4 about here] 

[Figure 18 about here] 

[Figure 19 about here] 

As Figures 18 and 19 illustrate, higher gains are associated with lower estimates on the 

pretest. In other words, on average, the poorest performing classes on the pretest exhibited the 

largest gains. There are a few notable exceptions to this trend, including teachers 3 and 9 for the 

Buoyancy: WTSF dimension and teacher 10 for the Reasoning dimension. Consistent with the 

class-level trends illustrated in Figures 18 and 19, the correlation of gains to pretest estimates 
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across all students was negative and moderately high (r = –0.58 for Buoyancy: WTSF; r = –0.73 

for Reasoning). 

To investigate the relationship between student- and class-level variables and the pre-post 

gains, we conducted several Hierarchical Linear Modeling (HLM; Bryk & Raudenbush, 1992) 

analyses. These analyses confirmed the negative relationship between pretest estimate and pre-

post gain (std. coeff. = –0.63, p < .001). In addition, HLM analyses revealed differences in 

student performance associated with teacher characteristics. In particular, the number of years of 

teaching experience was negatively associated with pre-post gain on the Buoyancy: WTSF 

dimension (std. coeff. = –0.022, p = .044) but not on the Reasoning dimension. The reason for 

this effect is unclear; possibly, entrenched experience with teaching the science content 

interfered with teachers’ use of the unfamiliar curriculum and embedded assessment activities. A 

variable intended to gauge teachers’ preparation for using the curriculum was positively 

associated with pre-post gain on the Reasoning dimension (std. coeff. = 0.015, p = .020) but not 

on the Buoyancy: WTSF dimension. This variable was a composite score derived from 12 Likert 

items asking teachers to self-report the frequency with which they engaged in teaching practices 

relevant to the curriculum, including providing feedback to written work, discussing 

misconceptions, and asking students to analyze graphs. Several of the items dealt with practices 

specifically related to the Reasoning dimension, such as asking students to provide evidence and 

to make conclusions based upon data and evidence, which suggests why this variable was 

associated with gains on the Reasoning dimension,  
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Discussion 

Instruction, curricular goals, and assessment can form a coherent system 

One purpose of this study was to demonstrate the extent to which progress variables 

could be used to coordinate assessment with instruction and curricular goals. While the 

CAESL/FAST study is not a full implementation of the BEAR Assessment System, it is 

illustrative of how assessments are developed in the real world of limited resources and trade-

offs. Due to a relatively short project timeline, a high percentage of the summative assessment 

items were used as they were initially developed; that is, without consideration of the progress 

variables to be measured. Thus, these items provided less focused assessment evidence than 

would have been available had the items been developed in concert with instructional activities. 

We were, however, able to develop embedded assessment activities that were closely 

coordinated with the progress variables.  

The progress variables were developed to reflect the most important learning goals of the 

curriculum and to define the qualitatively distinct steps along the learning trajectories expected 

by the curriculum. We then developed embedded assessment activities containing items that 

were comparatively good measures of the progress variables. In addition, we added constructed-

response segments to the original summative items that appeared to target the progress variables 

fairly well. 

We were also able to construct a post-test from a combination of the summative 

assessment items with their justification extensions and the new Reflective Lesson items. Thus, 

in a period of about a year, we were able to formalize the curricular goals into two progress 

variables with well-defined levels, modify and expand a collection of pre-existing items to more 

closely coordinate with the progress variables, define outcome spaces to score student work, and 
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apply appropriate measurement models for the purposes of examining student gains and 

comparing these gains among groups of students. 

Performance can be compared across tests, classes, and item types 

The linking tests were essential to ensure that student responses from different time 

points could be compared. Without the linking tests, student growth would be confounded with 

the difficulty of the items; more sophisticated responses could be either the effect of improved 

student proficiency or easier item difficulty. By constructing five linking tests and giving them to 

students at a single point in time, we were able to calibrate all of the items from all of the 

assessments onto the same two scales (one for Buoyancy: WTSF and one for Reasoning) while 

also keeping the assessments short enough to be administered within normal classroom periods. 

By calibrating the items from different tests on the same scale, we were able to make meaningful 

comparisons of individual student performance from one point in time to another and from one 

class to another. Note that as a result of our linking design there is no need for students to take 

the same assessment items over and over again to produce proficiency estimates that can be 

directly compared. 

Our analyses suggest that the three item types used in the assessment activities – multiple 

choice, multiple choice with constructed-response justifications, and constructed-response 

Reflective Lesson activities – elicited somewhat different cognitive processes. However, while 

we consider that the Reflective Lesson activities, designed with the progress variables in mind, 

provided the best information about student progress through the curriculum, we found that we 

could still calibrate all three item types onto the same scale when necessary. This common basis 

for interpretation allowed comparisons across item types, at a moderate cost to model fit and 

reliability. The ability to make such comparisons allowed us to directly relate performance gains 
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in the classroom to expected gains on large-scale science assessments in the science content area 

of buoyancy. 

Monitoring progress along multiple trajectories reveals complexity 

Student performance on the progress variables showed steady gains from the pretest, 

through the three Reflective Lessons, to the post test on both progress variables. For Buoyancy: 

WTSF, 35% of the students were located a level where they were coordinating the concepts of 

mass and volume to explain buoyancy at the beginning of the unit; this rose to 70% by the end of 

the unit. For Reasoning, gains were even more substantial, with 35% of the students initially 

giving Principled justifications at least half the time, but increasing to 90% by the end of the unit. 

Analyses of the effect size of the gains and correlations between the two progress 

variables suggest a number of complications that may be common to multidimensional 

classroom-based assessment. First, proficiency estimates on the two progress variables were 

highly correlated at the time of the pretest and then diverged as students progressed through the 

curriculum. Not only do individual students differ in their growth patterns on the two progress 

variables, but it appears that students generally do not progress on the two progress variables in 

the same way. Second, comparison of the expected progress of students through the curriculum 

to their actual progress revealed that student proficiency lagged behind changes in the 

instructional focus. For example, at RL@7, 50% of the students were struggling with the 

individual concepts of mass and volume while the instruction was focused on how mass and 

volume work together. At RL@10, 80% of students were still struggling with the concept of how 

mass and volume work together while the instruction had moved on to focus on the concept of 

density.  
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Conclusion 

The approach of developing progress variables to represent the central learning goals of a 

curriculum, and then using the progress variables to guide the development of embedded 

assessment activities, appears to be a useful approach for the design of a coherent classroom 

environment that coordinates the formative, summative, and accountability uses of testing. 

Progress variables provide a common basis for interpreting performance on different tests used 

for different purposes across different groups at different times. Embedded assessment activities 

provide a way to monitor student progress and to compare the current state of learning with the 

expectations of the curriculum, as embodied by the progress variables. This approach provides a 

system that helps teachers make educationally-important decisions, including the identification 

of essential concepts that have not been learned well enough by most students to support their 

progress to the next phase of instruction. We attribute at least part of the gains observed in this 

study to teachers using embedded assessments to address student learning needs while 

instruction was on-going, rather than waiting for an end-of-unit summative assessment when it 

might be too late to help. 
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Appendix 

Calibration Design 

With the exception of the WTSF essay, which was a common feature of the three 

Reflective Lessons, the items on the pretest and the Reflective Lessons were different. As was 

stated earlier, the post test was comprised of a subset of items from the pretest and RL@4. The 

fact that different assessments given at different times contained different items confounds 

student improvement with differences in item difficulty. In order to make valid comparisons of 

student proficiency at different points in time from different sets of items, it is first necessary to 

establish the relative item difficulty of all the items. This requires the calibration of the item 

difficulties using a common group of people responding to the items at the same point in time. 

This approach removes the confounding influence of student growth on item difficulty 

estimation. 

While this could be accomplished by giving all 80 items to a single group of people, it 

can also be accomplished (more practically) by giving subsets of the 80 items to different groups 

of people, as long as the subsets overlap. For example, the post test contains items from both the 

pretest and the RL@4. Because the students taking the post test take these items at the same 

time, the relative item difficulties of the pretest and RL@4 items can be established by 

comparing how the post test students performed on these sets of items. In order to calibrate the 

entire item set, however, additional direct comparisons needed to be set up between these items 

and the RL@7 and RL@10 items. 

This was accomplished by devising four additional assessments, called linking tests, that 

were administered to additional groups of students (from the teachers’ non-target classes). Link 
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A contained items from the pretest and RL@10. Link B contained items from the pretest and 

RL@7. Link C contained items from the pretest and RL@4. Link E contained items from RL@7 

and RL@10. (The post test was sometimes referred to as Link D because it contained items from 

both the pretest and RL@4.) Between these four linking tests, the relative difficulties of the four 

sets of items (pretest, RL@4, RL@7, and RL@10) can be established. The structure of the data 

set, showing the distribution of the 80 items across the five assessments and four linking tests, is 

shown in Figure A-1. 

[Figure A-1 about here] 
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Teacher ID N 

01 35 
02 28 
03 40 
04 32 
07 29 
08 27 
09 9 
10 21 

 
 
Table 1. Number of students in each target class. 
 
 
 

Buoyancy: WTSF Reasoning  
 

x  s2 s.r. x  s2 s.r. r 
Pretest -0.36 0.43 0.89 -0.43 0.79 0.80 0.84 
RL@4 -0.27 0.44 0.66 0.12 0.47 0.50 0.51 
RL@7 0.06 0.47 0.66 0.28 0.79 0.47 0.46 
RL@10 0.53 0.58 0.68 0.44 0.30 0.48 0.54 
Posttest 0.75 0.44 0.88 0.50 0.37 0.84 0.59 
 
Table 2. Means ( x ), sample variances (s2), and separation reliabilities (s.r.) of the person 
proficiency estimates for each progress variable and the correlation (r) between the Buoyancy: 
WTSF and Reasoning estimates, reported for each assessment. 
 
 
 

Buoyancy: WTSF Reasoning 
 

Gain p Gain p 

Pre-RL@4 0.08 0.091 0.55 < 0.001 
RL@4-RL@7 0.33 < 0.001 0.16 0.018 
RL@7-RL@10 0.47 < 0.001 0.16 0.011 
RL@10-Post 0.22 < 0.001 0.06 0.149 
 
Table 3. Performance gains from each assessment to the next. P-values are reported from one-
sided two-sample t-tests assuming unequal variances.



 
 Buoyancy: WTSF Reasoning 

Teacher ID N Pretest Post test Gain Pretest Post test Gain 
01 29 -0.008 0.857 0.865 -0.116 0.471 0.587 
02 26 -0.426 0.533 0.958 -0.430 0.715 1.144 
03 40 -0.398 1.305 1.703 -0.384 0.472 0.856 
04 31 -0.612 0.687 1.299 -0.615 0.520 1.136 
07 27 -0.543 0.382 0.924 -0.645 0.269 0.914 
08 22 0.086 0.693 0.608 -0.003 0.486 0.489 
09 7 -0.603 -0.004 0.598 -0.899 -0.086 0.813 
10 21 -0.262 0.784 1.046 -0.309 0.869 1.178 

 
Table 4. Mean pretest proficiency, mean post test proficiency, and mean pre-post gain for the 
students in each target class. 
 
 
 


